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Ought We to Abandon a Domain-General Treatment of "Ought"?

Ron Mallon

Leda Cosmides and John Tooby have some advice for moral philosophers and deontic logicians trying to understand deontic notions like ought: give up trying to provide a univocal, domain-general treatment. The domain-specific character of human cognition means that such a research program is probably fruitless and probably pointless. It is probably fruitless, since a univocal account of the meaning of "ought" will not capture the multiple inferential patterns of deontic reasoning exhibited in different contexts (and similarly for lots of other words like "obligation," "entitlement," etc. - but let's stick with "ought"). And it is probably pointless, because even if a domain general logic can be developed, it will "fail to capture major distinctions the human mind makes when reasoning deontically" (ms 5). As a result, it is "not likely to be widely understood and adopted" so it will "not succeed in guiding ethical decisions beyond an esoteric circle of specialists" (ms 5).

Much of this sounds pretty implausible to me, and I say why in what follows. But I'll start by conceding lots of ground to Cosmides and Tooby. In particular, let's begin by agreeing that the mind is the product of an evolutionary process. And let us agree, at least for the moment, with many other central contentions of the school of evolutionary psychology that Cosmides and Tooby helped found. Let us agree that:

(a) The mind has many innate, specialized faculties, shaped by evolutionary processes for performing important tasks in our evolutionary environment.

(b) At least some of these specialized faculties are cognitively central (i.e. they are not limited to cognitively peripheral functions like perception but include processes like reasoning and categorization).

(c) We can use what we know about our evolutionary past and evolution itself to frame productive hypotheses about these faculties.

(d) These hypotheses can and ought to be subject to subsequent empirical testing.

(e) As a result of this methodology, there's now a substantial body of empirical evidence that the mind has domain-specific faculties, e.g. for the analysis of social exchange.

While these theses and evolutionary psychology more generally continue to be controversial, I do not challenge these theses or an evolutionary approach to cognition in what follows. Instead, I want to raise some questions about what it would be like if these things are true. In particular, I want to address their suggestion that deontic logicians or moral philosophers ignore these facts at their peril.

1. Is our deontic terminology ambiguous among multiple meanings?

Cosmides and Tooby focus on the project of deontic logic - the attempt to design a formal calculus whose rules of inference are more or less isomorphic to the inferential rules we implicitly employ in deontic reasoning. But their concern applies equally well to many projects in philosophy and ordinary life that implicitly or explicitly use deontic vocabulary. 
In order to consider Cosmides and Tooby's argument more carefully, I begin by offering some clarificatory remarks. I take it that these clarificatory remarks go beyond what they actually say in their paper, but the remarks are meant to be friendly extensions of what I take to be presupposed there rather than an alternative reading of the background facts.

Let’s assume (for the moment) that a word, “cat,” is associated with a mental representation type CAT, and that both “cat” and CAT express the meaning or sense cat.
 How do "cat" and CAT get their meanings? Well one common story is that "cat"-a word of natural language - inherits its meaning from the mental representation CAT it is associated with, and where a word like "bank" has two distinct meanings, there are two mental representations to go with it. How does a mental  representation like CAT get its meaning then? There is much disagreement about how to answer this question, but for present purposes we will simply interpret Cosmides and Tooby as they intend: a mental representation gets its meaning, at least in part, from its inferential role. Thus they write,  

what if a single lexical item, such as “ought” …, masks a plethora of meanings that bear only a family resemblance to one another? For example, what if the ought embedded in social contract algorithms has a different meaning/ set of implications than the ought embedded in a precautionary inference system—that is, what if these concepts are better thought of as oughtSC  and oughtPrec? (ms 4)  

Cosmides and Tooby believe this is so. They believe that the word "ought" (and other deontic terms as well) is associated with different mental representation types (e.g. oughtSC  and oughtPrec) with distinct inferential roles within distinct neurocomputational systems. These systems are activated by cues that lead them to assign interpretations to natural language utterances and "apply rules of transformation" that tell it what follows from what (ms 1).

 2. Does "Ought" Expresses Different Meanings in Different Contexts?

Continuing with our concessive mood, let's concede that people do in fact follow different patterns of inference with "ought" in different domains. This indicates that something is computationally different about the domains, but not what. Let's use the word "faculty" to label whatever it is that results in the inferential differences among deontic domains. But exactly what is the nature of these faculties?

 
Cosmides and Tooby suggest that such a faculty is a distinct "neurocomputational system whose design features are adaptively specialized for producing the specific kinds of inferences and goals" and that "represent situations via a proprietary format that represents distinctions that were adaptively important in the domain for which they evolved" and " are equipped with functionally-specialized inferential procedures that were designed to operate on these proprietary representations" (1). So suppose ordinary people mentally represent:

If you borrow the car, fill it with gas.

As:

IF I BORROW HER CAR, I OUGHT TO FILL IT WITH GAS.

And they move from that to,

IF I FILL HER CAR WITH GAS, SHE OUGHT NOT TO MIND THAT I BORROW IT.

Why do ordinary people make this inference? Cosmides and Tooby think that the inference is the result of a dedicated computational mechanism that handles social exchange problems, one that licenses inferences like this only in the domain of social exchange. But other accounts of the faculties underlying the domain-specific inferential patterns are possible, including Richard Samuels's (1998) suggestion that domain-specific expertise may be underwritten by domain-general computational mechanisms together with domain-specific bodies of mentally represented knowledge - what he calls the "Library Model of Cognition." For example, we might posit that ordinary people have an innate 'library' of mentally represented rules such as,

IF PERSON A SETS A CONDITION C ON THE BORROWING OF A'S PROPERTY P, THEN IF PERSON B SATISFIES C, THEN A OUGHT NOT TO MIND THAT B BORROW'S P.

The domain-specificity of the inferential pattern Cosmides and Tooby identify would be explained by a domain-general inferential mechanism that operates on domain-general mental representations, but exploits the domain-specific information encoded in this library.

     I find Samuels's arguments that the Library Model of Cognition is a distinct and viable explanatory alternative to the dedicated neurocomputational mechanisms that Cosmides and Tooby propose to be compelling. But it is worth noting (as Samuels does) that in terms of the larger project of evolutionary psychology, the Library Model of Cognition proposal is highly concessive. For the Library Model posits domain-specific and highly adapted bodies of encoded information, and the logic of evolution may be invoked to understand why we have such domain-specific knowledge in our "library", what domain-specific knowledge would be useful to have, and so forth.

To say the Library Model is a viable alternative is not to say that it is true, but that need not concern us here. For present purposes, the Library Model of Cognition shows that one cannot infer from the presence of distinctive inference patterns in different domains to the conclusion that the computations in different domains employ proprietary mental representations or computational mechanisms. If the Library Model were correct, the mind would make use of nonproprietary mental representations and domain general computational mechanisms and still achieve domain-specific inference patterns. For example, the same mental representation type (e.g. OUGHT) might have different inferential roles in social exchange and precautionary domains because of the presence of 'libraries' of mental representations encoding information about those domains.
3. Why Care About Domain Generality?

The truth is that we do not know whether domain-specific inference patterns are driven by neurocomputational mechanisms with proprietary mental representations and inferential procedures, or whether these inference patterns are produced by a domain general computational mechanism operating on mental representations  that interact with a domain-specific library of knowledge. And once we recognize that, it does not seem that the type identity of the token mental representations subserving different inferential patterns could really be what's at stake in designing a deontic logic.

In fact, Cosmides and Tooby might simply insist that whether or not the mental representation type is the same or different (in some syntactic sense to be specified), the domain-specific algorithms that it participates in generate such different inferential patterns that a well designed moral vocabulary/deontic logic would do well to introduce basic terms that allow us to distinguish these inferential roles. That is, whether or not there is a mental representation type OUGHT that plays distinct roles across domains, we would do well to introduce into our moral vocabulary/deontic logic terms like "oughtprec" and "oughtsc" to capture the different inferential patterns in different domains.
  That seems the most straightforward reading of their dilemma to the effect that we have a choice in how we proceed: we can either "develop a series of very well-specified domain-specific deontic logics, each of which applies within certain boundaries of human action and not outside them" (ms 5) or we can insist on domain generality and "be driven to define deontic concepts in  manner so general as to be useless – a manner that does not escape the problems of domain-specificity, but merely hides them" (ms 4). Here the thought is not that our vocabulary or logical symbolism must neatly map onto our system of mental representations or inferential patterns, only that there would be important advantages if it does.

Faced with Cosmides and Tooby's proposed balkanization of deontic reasoning, we ought to pause and ask: what is the cost of pursuing the path Cosmides and Tooby choose? Is there any important role for a domain-general system of deontic reasoning? It seems that the answer is yes. Here's why. Suppose Matviyko's doctor tells him that he ought to lay off the cigarettes now because they'll eventually kill him, and his wife reminds him that he promised to finish his novel by the end of the year and get a "real job."  As it happens, Matviyko knows that he cannot quit smoking and finish his novel by the end of the year.

What ought Matviyko to do? According to Cosmides and Tooby, his social exchange algorithms compute the thought that, 

I oughtsc to keep MY promise to MY wife. 
And this leads him to think:

I oughtsc to FINISH MY NOVEL BY THE END OF THE YEAR AND GET A REAL JOB.
And also that:

I oughtsc to CONTINUE SMOKING NOW.
Meanwhile, his precautionary rules algorithms compute that,

I oughtprec to quit smoking NOW. 
Prima facie, Matviyko's thoughts guide him to perform incompatible actions. Without some way of integrating the two sorts of OUGHT, the outputs of the two processes "talk past" each other.

Clearly people resolve such practical conflicts in some way, perhaps with a domain general faculty of some sort, or perhaps with a domain-specific "deontic-conflict resolver."  But then it seems open to us as moral theorists or deontic logicians to say that it is the operation of this (at least relatively) domain-general process that we are really interested in modeling.

Elsewhere, Shaun Nichols and I (Nichols and Mallon 2005, Mallon and Nichols forthcoming) distinguish among a number of distinct domain-specific mechanisms that may play a role in producing moral judgments about hypothetical cases, but we go on to distinguish between something being "okay" by reference to some particular criteria (e.g. okay according to a rule) and "all things considered" okay (what we call "all-in permissibility"). This capacity to decide what ought to be the case "all things considered" seems at the core of moral theory, and we require a domain-general syntax and semantics to represent it.

We can now respond to Cosmides and Tooby that having a domain-general representation of the many different sorts of reasons we have for doing different things might allow us to model - in our theoretical vocabulary or our deontic logic - a process for seeing entailments or resolving conflicts between these generally conceived reasons. Matviyko, for example, realized that his reason to complete his novel by the end of the year gave him a reason not to quit smoking now while his concern for his health gave him a reason to quit smoking now, and that these reasons conflict with one another!

It seems useful to explain why and how these reasons conflict. At least Cosmides and Tooby owe a story about why that is useless. Their complaint that reasons, generally conceived, do not distinguish between the many sorts of mental representations that might be in play (ms, 4-5) is beside the point because it presupposes that distinguishing types of mental representations is the job of moral philosophy or deontic logic. Why should that be?

4. Your Useless and Pointless Knowledge

Cosmides and Tooby also object that a domain-general deontic calculus is doomed to unpopularity for "a deontic calculus that deeply violates our moral intuitions is not likely to be widely understood or adopted (Boyer, 2001; Sperber, 1996)" (ms 5), and they later write,

By applying what is known about the evolved architecture of the human mind to various problems in cultural transmission, cognitive anthropologists are starting to understand why some ideas are contagious, spreading easily from mind to mind, whereas others are proposed and soon forgotten (Boyer, 2001; Sperber, 1996). Ideas that violate evolved intuitions can be attention grabbing (e.g., “an electron is a particle that behaves like a wave!”), but those that do not simultaneously activate a evolved system that supports rich inferences (e.g., the object mechanics inference system; Spelke, 1990; Leslie, 1994) remain the preoccupation of specialists (e.g., quantum physicists). A deontic calculus that violates too many evolved moral intuitions is likely to have a similar fate. This should concern any moral philosopher for whom outcomes matter. (ms 40)

Boyer and Sperber have both argued for a central role for "psychological selection" of items in transmitted culture, leading to greater survival rates for selected cultural items. This approach, sometimes called the "epidemiology of representations," is still quite young, but it has received important experimental support (Nichols 2002), and I'm a big fan of this work. But Cosmides and Tooby look to me to misread the aspirations of deontic logicians and moral philosophers to practical significance and outrun the evidence considerably. I'll close my comments by saying why.

Cosmides and Tooby's argument seems to presuppose that deontic logicians hope to have their logical systems be as widely accepted as possible. But this is really odd. Are Cosmides and Tooby of the view that deontic logicians think that expressions like:

PEp ( ~OB~p
IMp ( OB~p
will catch on among the population if only they spread the good symbol? 
 Or are we to believe that, on Cosmides and Tooby's proposal, that such expressions would catch on if only we choose formation and transition rules that reflect domain-specific inference patterns? Both the interpretive claim and the popular success of their alternate proposal look pretty unlikely. 
Of course, Cosmides and Tooby are addressing McNamara's remark that 

"deontic logics often directly involve topics of considerable practical significance" (2006), but it is wrong to suppose that deontic logicians are faced with a choice between abstruse obscurity or widespread mental representation of a deontic calculus.  There are an enormous number of ways a theory have "practical significance" without the need to be widely represented in individual minds - for example, in law, in policy, and in institutional practice. Not many people understand the ins and outs of actuarial science, and fewer still understand the notation of actuarial equations, but actuarial science is a pervasive and important technology in the modern economy. Cohering with folk intuitions is simply not necessary for a theory to "matter."  Many theories do seem to matter that have counterintuitive content, and one need not gaze into the mysterious complexities of quantum physics to find them. Even Newtonian physics violates the expectations of folk physics! (McCloskey 1983a, 1983b). 
One also wonders if worrying about whether one's theory is 'contagious' is the sort of reason that ought to guide theorists. Indeed, if we agreed with Richard Dawkins that "we have no intuitive grasp of the immensities of time available for evolutionary change" (1996, pp. 39-40), then evolutionary psychology itself looks to be based on difficult-to-grasp conceptions of evolution over enormous time spans. Ought we then to advise Cosmides and Tooby that their modular cognitive psychology would be more likely to matter if it were framed within a more intuitive, (and popularly accepted) creationist framework?
  Isn't this suggestion beside the point? Shouldn't the primary aim of a research tradition to get the answer right? 

In any case, examples of important cultural products that violate at least some folk intuitions show that in understanding why one cultural object succeeds and another does not, psychological selection (where that means agreement with all our domain-specific intuitions) is only one selective force among others. And that shows that one cannot just read the hopelessness of some intellectual project off of (even a considerably more developed) literature on the epidemiology of representations. From knowledge of some domain-specific intuitions and the fact that psychological selection causes some representations to survive more readily than others, it simply doesn't follow that we can predict of some representation type that it is unlikely to survive.

Finally, it is not clear why Cosmides and Tooby think that a domain-general deontic logic would "violate evolved moral intuitions," rather than simply failing to entail them. Suppose a domain-general deontic logic licenses inference types that obtain across domains, and the "surplus structure" Cosmides and Tooby argue for licenses additional inferences within particular domains. If so, a domain-general logical calculus might "violate" moral intuitions in the sense that it does not entail those intuitions (according to the transition rules of the domain general logic), but it need not violate them in the sense that the domain general system entails statements that contradict the deliverance of domain specific reasoning.
5. Having It Both Ways

Cosmides and Tooby have been at the forefront of the effort to use evolutionary considerations to reveal the secrets of our cognitive architecture, and in this effort, they have generated a very important research program and a range of very important results. But, if what I have said is correct, when choosing our moral vocabulary or deontic calculus, we cannot and need not decide on the grounds of our knowledge of cognitive architecture alone. Moreover, even given domain-specific inferential patterns, we retain a need for representing domain-general concerns. Finally, despite my great respect for the fascinating and burgeoning literature on the epidemiology of representations, I think it is fair to say that it is not usefully applied to deciding which academic fields of inquiry have a chance to matter.

In closing, it is worth noting that nothing in what we have said suggests that we cannot not identify both domain-general reasons and various domain-specific sorts of reasons as well. This is already implicit in the practice of moral and political philosophy, as when, for example, philosophers argue whether some reasons (viz. rights) are absolute and overriding of others (e.g. utilitarian outcomes). Cosmides and Tooby do not address this possibility, perhaps because they think any domain-general deontic logic must violate, rather than simply not entail, domain-specific judgments. But for all I can see, it ought to be possible to have our domain-specific cake, and domain-generally eat it too.




Notes





1.	I'm grateful to Walter Sinnott-Armstrong, Edouard Machery, Shaun Nichols, and Jonathan Weinberg for helpful comments on these comments.


2.	As Steve Laurence and Eric Margolis (1999, pp.  5-6) have noted, psychologists, and many philosophers of psychology, use the term "concept" to mean a mental representation. Others, including many philosophers, use the word "concept" as a technical term for an abstract object - a meaning or a constituent of a proposition. Because of the chance for confusion, I simply avoid the term in what follows. I think the former use captures most of Cosmides and Tooby's practice.


3.	I state these conditional thoughts differently than Cosmides and Tooby, employing "OUGHT" throughout. I do so for simplicity, and also to allow us to ask whether a single mental representation might be capable of different inferential roles in different contexts.


4.	Similarly, even if there are multiple mental representation types (e.g. oughtSC  and oughtPrec), defenders of a domain-general logic might insist on using a single term (e.g. "ought") to symbolize both. Both suggestions amount to giving up our assumption above that each linguistic term be associated with its own mental representation.


5.	At least general to the domain of deontic concerns. 


6.	These were taken from McNamara (2006).


7.	Cf. Evans (2000), Keleman (2004). 
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